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Abstract— Simple nonlinear filters are often used to enforce
“hard” syntactic constraints while remaining close to the observa-
tion data, e.g., in the binary case, it is common practice to employ
iterations of a suitable median, or a one-pass recursive median,
openclose, or closopen filter to impose a minimum symbol run-
lIength constraint while remaining “faithful” to the observation.
Unfortunately, these filters are—in general—suboptimal. Moti-
vated by this observation, we pose the following optimization:
Given a finite-alphabet sequence of finite extent y = {y(n)} -2,
find a sequence & {#(n)}7' that minimizes d(x,y)
BV4 da(y(n),z(n)) subject to the following: z is piecewise
constant of plateau run-length >3/. We show how a suitable
reformulation of the problem naturally leads to a simple and
efficient Viterbi-type optimal algorithmic solution. We ecall the
resulting nonlinear input-output operator the Viterbi optimal
runlength-constrained approximation (VORCA) filter. The method
can be easily generalized to handle a variety of local syntactie
constraints. The VORCA is optimal, computationally efficient,
and possesses several desirable properties (e.g., idempotence);
we therefore propose it as an attractive alternative to standard
median, stack, and morphological filtering. We also discuss some
applications.

I. INTRODUCTION

HE median filter' [1]-[7] is arguably one of the most

_ frequently used tools in nonlinear signal processing.

It has several desirable properties, and considerable effort

has been spent in its analysis [7]. Due to its simplicity, it

affords very efficient implementation. It also has two important

disadvantages, namely, (as we will see) it is not optimal

even under statistical scenarios which are well adapted to its

purported strengths, and it is not idempotent, meaning that if

and when it converges (it does in the case of ordered data of
finite extent), it only does so after a number of passes [7].

The main textbook argument behind median filtering is that

it preserves edges while effectively removing impulsive noise

and outliers, i.e., it is a robust and locally optimal estimator
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In [1, a filter is defined as an operator which is increasing and idempotent
(these properties are explained later in this paper). In this sense, the median is
not a filter, since it is increasing but not idempotent. However, it is standard
engineering practice to call it a filter. We therefore adhere to this practice and
reserve the term morphological filter for those operators which are increasing
and idempotent, i.e., filters in the sense of [1].

of edge location. In addition, it is a self-dual operator [1]
(more will be said about self-duality later). In this setting, the
analysis is based on the concept of an ideal edge, which is
really thought of as a jump discontinuity which exhibits some
degree of consistency, i.e., a jump discontinuity in between
"two locally flat regions of sufficient breadth (i.e., plateaus of
length greater than or equal to some constant). It is assumed
that the ideal edge data is corrupted by independent. identically
distributed (i.i.d.) two-sided impulsive noise, and the purpose
of applying the filter is to recover the true data by eliminating
outliers (noise impulses, which are locally inconsistent with
the data). Indeed, the median filter does a fairly good job in
this setting, one that is remarkably better than that of a moving
average. Unfortunately, local optimality of the median® does
not suffice to guarantee global optimality of the solution (i.e.,
filtered data). Morphological filters [1] can also be applied,
and they are idempotent by definition, but (as we will show)
similar remarks hold regarding their optimality in this setting.

A. Constrained Optimization

Suppose we are given a set of ordered data (e.g., a function
of compact support, or a sequence of finite extent), f, and we
are interested in approximating, representing, or replacing f by
a compact descriptor (i.e., reduced complexity set of data), g,
which is optimal in some sense. Quite often, g is also required
to satisfy certain criteria of local regularity (e.g., continuity,
smoothness), and/or structural (syntactic) constraints.

This kind of problem often appears in a number of disci-
plines, including optimal filtering of time series, source coding
and vector quantization, curve fitting, edge detection, and
polygonal approximation of planar shape boundaries. There
exists an immense body of literature which deals with these
subjects. Some approaches are heuristic, while others are
optimal. Optimal approaches typically start with a formal
statement of the problem. This usually entails setting up
a suitable optimization, which involves the specification of
two fundamental components, namely, a distortion measure

.d(f,g), which formalizes and quantifies the notion of sim-
ilarity, i.e., provides a measure of how “close” ¢ is to f,
and a complexity-conformity measure A(g), which measures
two things: the complexity of the resulting approximation
and conformity to any prespecified regularity and/or structural
constraints. In general, any prespecified constraints of the

2The median lo¢ally minimizes an 1 -type norm, i.e., mean absolute error
[7]. It can also be viewed as minimizing a two-term composite cost function
[8] in a local sense. :
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latter type can be incorporated in A(g) by setting A(g) = oo
whenever g is not compatible with the given constraints.

Within this general framework, there exist essentially two
meaningful ways to pose the approximation of f as an
optimization problem. These are

minimize d(f,g), subject to A(g) < ¢t <00 1)

or

minimize \(g), subject tod(f,g) <e. (2)

Of course, there exists great freedom in choosing d(-,-),
and A(-). Depending on the particular choice of these two
measures, the optimization may, or may not have a solution,
which may, or may not be unique, stable, meaningful, and/or
computationally tractable. Typical choices for d(-,-) include
l1,12, and [, distance metrics. A typical constraint might be
that g is piecewise linear and continuous, while complexity
might be measured by the total number of line segments
required to construct g.

It occasionally happens that a particular optimization admits
an efficient recursive solution; in this case, the underlying
synergy can often be attributed to the principle of optimality, a
particularly pervasive “ground truth” of dynamic programming

[91-[11].

B. Organization

The rest of this paper is structured as follows. In Section I-
C, we present a bare bones formal statement of the problem.
Previous related work is reviewed in detail in Section II. Our
solution and a simple example are presented in Section IIL.
Several fundamental properties of the resulting optimal in-
put—output operator are investigated in Section IV. The anal-
ysis adopts a nonlinear filtering viewpoint and focuses on
general characterization principles. A discussion on implemen-
tation complexity is also included. A complete simulation ex-
periment is presented in Section V, applications are discussed
in Section VI, and conclusions are drawn in Section VIL

C. A Bare Bones Statement of the Problem

Suppose y(n) € A,n=0,1,---,N — 1, and |A| < co. Let
PJY denote the set of all sequences of N elements of A which
are piecewise constant of plateau (run) length >M. Consider
the following constrained optimization

. N-1"
minimize »  dn(y(n),z(n)) 3)
n=0
subject to z = {z(n)}) ' € Pyy. @)

This particular optimization arose during the course of our
investigations in nonlinear filtering.

II. BACKGROUND AND RELATED WORK

There exist numerous references which are related—in
various ways and degrees—to our present line of work. What
follows is a (long) partial list. We highlight those contributions

which are closest, in spirit, to our work. Additional references
can be found in Section VI. We note that our particular
formulation does not fit in any of the existing paradigms.

The piecewise-constant sequence approximation problem is
a proper special case of the problem of piecewise-linear curve
fitting. This latter problem (which in turn is a special case of
the problem of piecewise polynomial functional approxima-
tion) has attracted a considerable amount of interest for more
than three decades, triggered in part by a widely held belief
in the importance of this line of work in shape recognition.

In 1961, Stone [12] considered piecewise-linear curve fitting
as a formal optimization problem. The objective was to min-
imize the squared approximation error subject to a constraint
on the number of linear segments. Bellman [13] soon followed
with a solution based on his principle of optimality of dynamic
programming [9]-[11]. Gluss [14], [15]-[17] expanded on the
original idea of Bellman. Bellman et al. further extended these
ideas in [18]. Cox [19] discussed a similar solution in his 1971
paper. The aforementioned authors consider a least-squares
constrained complexity formulation (i.e., they fix the number
of segments in the approximation and minimize squared error),
and the common denominator is precisely the principle of
optimality.

There exist two similarities, as well as two significant dif-
ferences, between our formulation and Bellman’s formulation.
Both attempt to minimize distortion subject to a complexity-
conformity constraint (i.e., they are type-(1) optimizations).
Both can be solved by invoking the principle of optimality.
However, our constraint is on the minimum length of segments,
whereas Bellman’s constraint is on the maximum number of
segments. Observe that, for finite data, a constraint of the
former type implies a constraint of the latter type, but the
reverse is not true. The second noteworthy difference is that
our distortion measure can be inhomogeneous, and in fact
arbitrary, as long as it is the sum of individual per-letter costs.?

In 1986, Dunham [20] solved a related type-(2) optimization
by applying the principle of optimality. His program seeks to
minimize complexity (i.e., number of segments) subject to an
{ error bound. Kurozumi and Davis [21] considered a similar
problem.

There exists a considerable amount of additional litera-
ture on the subject of piecewise-linear curve fitting. This
includes the work of Montanari [22], who considered minimal
length polygonal approximations, Ramer {23], and Duda and
Hart [24], who considered successive refinement under an
error-bound constraint, Slansky et al. [25], [26], Tomek {27],
Rosenfeld and Weszka [28], Narayanan et al. [29], Pavlidis
et al. [301-[33], Vandewalle [34], Williams [35], [36], Badi’i
and Peikari [37], Wu [38], who employed a statistical model,
Bezdek and Anderson [39], Imai [40], Baruch [41], Teh and
Chin [42], and Fahn et al. [43], among others. These references
take on several variations of the problem, e.g., breakpoint
continuity/discontinuity etc. Some approaches are ad hoc,
while others attempt to compute a nearly-optimal solution.

3Note that this “sum” could be interpreted in a more liberal sense, e.g., our
method can also accommodate a minimax problem formulation, i.e., seeking to
minimize the supremum of pairwise per-letter costs, subject to a hard syntactic
constraint.
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Additional related material can be found in the literature
on regularization and edge detection (e:g., [44], [45]), and
deformable contours, snakes, and related themes [46]-[48].
In a sense, the determination of optimal deformable contour
. dynamics is an “inverse” of our problem. The former starts
with a “simple” user-supplied constrained approximation of a
curve, then attempts to match this initial approximation to the
data by deforming it under the influence of some appropriately
chosen dynamics. The goal is to minimize a suitable energy
functional. One particularly interesting reference in this area
is the work of Amini ef al. [49], in which the authors address
dynamic programming solutions of some variational problems
in early vision. The authors point out that when faced with
so-called “hard” nondifferentiable constraints on the solution,
Lagrangian-based methods, as well as regularization-based
methods, typically fail to produce an answer. Lagrangian meth-
ods require additive-differentiable constraints. Both methods
can “bias” the solution toward satisfying the constraints, but
they cannot strictly enforce hard nondifferentiable constraints.
On the other hand, dynamic programming can easily accom-
modate hard nondifferentiable constraints, and, in fact, use
these constraints to reduce computational complexity. The
drawback is that it does not provide a closed-form analytical
solution, but this is something we can often live with. In
the aforementioned reference the authors consider a particular
problem which, when translated into our setting, reads as
follows: minimize distortion, under the constraint that 1) the
number of segments is fixed and equal to some predetermined
constant (this is Bellman’s constraint), and 2) the length of the
plateaus is bounded below by some predetermined constant
(which is our constraint). Thus they consider a significantly
more constrained optimization. In contrast, we would like
our method to determine the optimal number of segments
automatically, and on the fly, by considering whether it pays
to introduce: additional segments as it parses the data.

Konstantinides and Natarajan [50] consider a type-(2) op-

timization, with complexity measured in terms of number
of segments, present an O(N) algorithm that solves it, and
provide a real-time custom processor implementation. Pa-
pakonstantinou ez al. [51] have recently pointed out that the
solution of a particular type-(2) optimization (with complex-
ity measured in terms of number of segments) is highly
nonunique. They subsequently proposed further refinement
of the solution by the method of least squares, i.c., among
the set of all optimal solutions of (2), select the one which
minimizes squared error. The overall optimization is a hybrid
two-step process, combining elements of both type-(2) and
type-(1) optimization. Their solution is based on a tree pruning
approach.

Mumford and Shah have posed [52] and investigated [53] a
general variational formulation of image segmentation. Their
formalism is ambitious and powerful; it attempts to tackle
the general problem of edge detection and low-level vision.
Blake and Zisserman [54] have written a book on how to
solve the Mumford—Shah optimization, based on the so-called

graduated nonconvexity (GNC) algorithm. Morel and Solimini -

[55] have written a recent book on the mathematical analysis of
the Mumford—Shah model, in' which they also argue that the
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Mumford—Shah formalism unifies many seemingly disparate
variational approaches to image segmentation. It is rather
interesfing to note that our particular optimization does not
fit in the general Mumford-Shah formulation.

III. SoLuTION

We show how a suitable reformulation of the problem
naturally leads to a simple and efficient Viterbi-type optimal
algorithmic solution.

z(n) €

Definition 1: Given any sequence z = {z(n)},

n07

A,n =0,1,---,N — 1, define its associated state sequence,
sz = {[x(n),lx( W, whete [a(-1),lo(~DIF =
[, M]",¢ ¢ A, and, for n = ~1,--- N — 2 :
_ Jmin{lp(n) + 1, M}, z(n+1)==z(n)
lr(n+1) = { 1, otherwise.
[z(n), lz(n)]7 is the state at time n, and, forn = 0, 1, - - ,N—

1, it assumes values in A x {1,---, M}

Clearly, we can equivalently pose the opurmzatlon (3) “@)
in terms of the associated state sequence. :

Definition 2: A subsequence "of state variables {[z(n),
lg)FY__1,v < N — 1, is admissible [with respect
to constraint (4)] if and only if there exists a suffix
string of state variables, {[z(n),lz(n)]T 71:7:,,1+1, such that
{fe(n), be(n)]* o folowed by (fo(n), Le(w]T V=L, i
the associated state sequence of some sequence in PJ)

Let # = {#(n)})-) be a solution (one always exists,
although it may not necessarily be unique) of (3), (4),
and {[#(n),l(n)]T}N=1, | be its associated state sequence.
Clearly, {[#(n),{4(n)]T}2=1, is admissible, and so is any
subsequence {[Z(n),l3(n)]T}4__,,v < N—1. The following
is a key observation. :

Claim 1: Optimality of {{Z(n),lz(n)]T }X=1, implies op- -
timality of {[2(n),lz(n)]T}i__1,v < N - 1, among all
admissible subsequences of the same length which lead to the
same state at time v, i.e., all admissible {[Z(n), Iz (n)]T}4__
satisfying [(v), iz ()]T = [E(v),lx(v)]"

Proof: The argument goes as follows. Suppose that
{[E(n),lz(n)]T}%__, is an -~ admissible subsequence
of states satisfying [Z(v),lz ()] [Z(), Lz (W)]F.
It is easy to see that {[Z(n),lz(n)]T}4__; followed
by {[#(n),lz(n)]T}A Y, is also admissible. The key
point is that any suffix string of state variables which
makes {[x(n) l3(n)]T}4__; admissible, will also make
{[#(n), lz(n))" }7—, admissible. If {[Z(n), lz(n)]"}1_ 4
has a smaller cost (distortion) than {[2(n),ls(n)]T}4__4,
then, by virtue of the fact that the cost is a sum
of per-letter costs, {[Z(n),lz(n)]"}4__; followed by
{[&(n), Lz (n)]* }n*,, % will have a smaller cost than
{[#(n),l3(n)]" 21, and this violates the optimality of
the latter. : '

This is a particular instance of the principle of optimality.
The following is an important corollary.

Corollary 1: An optimal admissible path to any given state
at time 7 + 1 must be an admissible one-step continuation of
an optimal admissible path to some state at time n.
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This corollary leads to an efficient Viterbi-type algorithmic
implementation of the optimal filter [56]-[58]. It remains to
specify the costs associated with one-step state transitions in
a way that forces one-step optimality and admissibility. This
is easy. Let c(sg(n) — sz(n + 1)) denote the cost of a one-
step state transition, and let V and A denote logical OR and
AND, respectively. Recall that, in so far as the hard constraint
is concerned, every run of length >M is acceptable, and, in
order to save on the number of required states, every run length
above M can be mapped back to M. Then

if
[((z(n) <M)V (n > N — M)A

((z(n+1) #2(n)) V (lz(n + 1) # min{iz(n) + 1, M}))]

/* current run incomplete, or not enough time to begin and
subsequently complete a new run, and we try to do anything
other than simply continue the current run */

\%

Uz(n) = M) A (z(n+1) = z(n)) A(lz(n+1) # M)]

/* current run is complete, and we decide to continue it, yet
the length variable does not remain at M */

\

[(lz(n) = M) A (2(n+ 1) # 2(n)) A (lm(n + 1) # 1)]

/* current run is complete, and we decide to switch to another
value, yet the length variable is not reset back to unity */

then c([z(n), lz(n)]T — [z(n +1),lz(n + 1)]T) =
else c([z(n), lg(n)]T — [z(n + 1), lz(n + 1)]T)
= dnt1(y(n + 1), 2(n + 1)) ®

will do it. A formal proof can be easily constructed and is
hereby omitted. The possibility of having multiple solutions
(minimizers) implies that the above specification of costs
associated with one-step state transitions does not uniquely
specify an input—output operator; a tie-breaking strategy is
also required. Since this does not affect filter performance, we
assume that one such strategy is given and call the resulting
nonlinear input-output operator the Viterbi optimal runlength-
constrained approximation (VORCA) filter.

Other types of local syntactic constraints can easily fit
in this paradigm. Suppose we are interested in a piecewise
linear solution of constraint length M (i.e., a piecewise linear
optimal approximation of segment length >M). We may
further augment the state to include the discrete slope of the
“current” segment, i.e., set sz(n) = [z(n),lx(n),tz(n)]¥,
where tz(n) is the discrete slope state variable. The spec-
ification of corresponding one-step state transition costs in
a way that enforces one-step ‘optimality and admissibility is
relatively straightforward, and it will not be further pursued
here. :

_ the VORCA trellis for the case dy,(y(n),z(n))

One may handle the most general type of local syntac-
tic constraints, by augmenting the state to include M — 1
“past” values. However, this corresponds to an exponential
(in M) expansion of the Viterbi trellis state space, which
quickly exhausts computational resources for moderate val-
ues of M. Most problems of practical interest do not re-
quire a full state expansion, thus being amenable to efficient
Viterbi-type algorithmic solutions. We refer to an element
of the resulting class of nonlinear input—output mappings
as a Viterbi optimal syntactic approximation (VOSA) Fil-
ter.

A. A Simple Example

A simple example is presented in Fig. 1, which depicts
, ly(n) —
z(n)|, ¥n € {0,1,---,N =1}, N = 12,M = 4, A =
{0,1}, and input {y(n)}:L, = {1,1,1,1,0,0,0,1,1,1,1,1}.
The state space consists of eight possible states in {0,1} x
{1,2,3,4}. Solid lines represent transitions which involve unit
cost, whereas dashed lines represent transitions which involve
zero cost. Absence of a line indicates infinite transition cost.
When two paths merge, the one with the higher cumulative
cost can be safely eliminated. When ambiguity exists, sur-
viving paths are highlighted using an additional dotted line
parallel to the path. The optimal path is clearly the one
indicated by the dotted line which leads to state (1, 4) at time
n = 11. We can read out the output (optimal approximation)
by traversing this latter path backward, and registering the
corresponding forward state transitions. The output then is
{z(n)}LL, = {1,1,1,1,0,0,0,0,1,1,1,1}.

IV. VORCA PROPERTIES
Definition 3: A filter, f, is idempotent if, and only if,

f(f) = f(v), vy

We have the following proposition.

Proposition 1: 1f d,(-,-) is a distance metric between el-
ements of A Vn € {0,1,---,N — 1}, then the VORCA is
idempotent, and the same is true, in general, for the VOSA.

Proof: We prove it for the VORCA. This way we avoid
introducing unnecessary notation; the proof for the VOSA
is exactly. the same. The output of a single application of
VORCA is obviously in Pjy. Suppose y € Pj}. Clearly,
vN-1 d,(y(n),z(n)) > 0,Vz € Pyjj. By virtue of the fact
that d,(-,-) is a distance metric Vn € {0,1,---,N — 1}, the
only element, z, of P{] which makes Z]nvz_ol dn(y(n), z(n))
zero is y itself. In fact, we can guarantee idempotence under
the relaxed condition that Vn € {0,1,---,N — 1}, dy(:,)
achieves its minimum value if and only if its arguments are
equal. [ ]

In the following, let us assume, for the sake of simplicity,
that .A can be identified with {0,1,--, L}, and let us define
the complement, y°, of an element, y € A, as y° = L —y, and
the complement, ¥°, of a sequence, y, in the obvious way, i.e.,
as the pointwise complement of its elements with respect to L.

4Ties do not appear in this simple example.






























